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Abstract.  In this study we describe a method for 3D trajectory based
recognition of and discrimination between di erent workin g actions in an
industrial environment. A motion-attributed 3D point clou d represents
the scene based on images of a small-baseline trinocular caera system.
A two-stage mean-shift algorithm is used for detection and 3D track-
ing of all moving objects in the scene. A sequence of working &tions
is recognised with a particle Iter based matching of a non-s tationary

Hidden Markov Model, relying on spatial context and a classi cation of

the observed 3D trajectories. The system is able to extract an object
performing a known action out of a multitude of tracked objec ts. The
3D tracking stage is evaluated with respect to its metric acc uracy based
on nine real-world test image sequences for which ground truth data
were determined. An experimental evaluation of the action r ecognition
stage is conducted using 20 real-world test sequences acqued from dif-
ferent viewpoints in an industrial working environment. We show that
our system is able to perform 3D tracking of human body parts and a
subsequent recognition of working actions under di cult, r ealistic con-
ditions. It detects interruptions of the sequence of workin g actions by
entering a safety mode and returns to the regular mode as soonas the
working actions continue.

1 Introduction

The e ciency of many industrial production processes can be incrased by es-
tablishing a close collaboration between humans and machines exploitintheir
unigue capabilities. A safe interaction between humans and industriarobots
requires vision methods for 3D pose estimation, tracking, and reagmition of the
motion of human body parts. A robust method often used for objet tracking is
the mean-shift algorithm [2, 3, 5], which searches for a local mode ¢fie empirical
density function.

The mean-shift tracking approach introduced in [4] is extended to ® space
in [12]. In the experiments in [12], a large-baseline system consisting dbur
colour cameras is used. The head of a human is tracked using an ellipdanodel.
The large baseline results in a high accuracy of the 3D pose estimatiorsince
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in this setting relatively small errors of the estimated disparities of the order of
a few pixels do not lead to large errors of the depth estimation. Furhermore,
in the scenes regarded in [12] the objects and the background cdre separated
easily as both can be described unambiguously by colour histogramdéures.

To recognise gestures or actions, many recognition systems useidden
Markov Models (HMMs) due to their ability to probabilistically represen t the
variations of the training data. Li et al. [11] use HMMs to classify hand trajecto-
ries of manipulative actions and take into account the object contet. Black and
Jepson [1] present an extension of the CONDENSATION algorithm anl model
gestures as temporal trajectories of the velocity of the trackd hands.

This study addresses the problem of tracking and recognising the otion of
humans in a working environment, which is a precondition for a close dtabo-
ration between human workers and industrial robots. As an imagingsystem, we
use a small-baseline trinocular camera sensor similar to that of the SatyEYE
protection system (www.safetyeye.com) which is used in productiorprocesses
to protect human workers. In the context of this application, we are restricted
to the small-baseline con guration and therefore cannot make useof the ad-
vantages of the multi-view setup described in [12]. Small disparity erors may
thus lead to large depth errors, and it is often di cult to distinguish t he tracked
object from the cluttered background. Hence, the extension othe 3D mean-
shift tracking approach proposed in this study relies on grey value Fstograms
and 3D point cloud data generated by stereo image analysis. The sskquent
action recognition stage consists of a particle lter based non-stdonary HMM
framework.

2 3D Tracking Stage

The idea behind our tracking approach is to extract the motion of all moving
objects in the observed scene with a 3D mean-shift tracking algoritm and a
simple ellipsoid model. At each time step the recognition stage then detrmines
the relevant object (e.g. the hand) which performs the working ations, and
recognises the current working action with a particle lter based matching of a
non-stationary HMM.

2.1 Clustering and Object Detection

Object detection and 3D tracking are based on a scene ow eld. Weuse a
combination of dense optical ow and sparse correlation-based streo. The dense
optical ow algorithm described in [14] is used to determine the objet motion
in the image sequence. We combine the optical ow eld with the 3D poirts
from the stereo algorithm to obtain the scene ow eld (cf. Fig. 1). The velocity
component parallel to the depth axis is not computed.

At each time step, a graph based clustering stage extracts all mamg objects
from the scene ow eld, essentially separating moving objects fran the (sta-
tionary or di erently moving) background. The computed clusters are approxi-
mated as ellipsoids and the 3D ellipsoid pose =[c;¢cy;C,; |7 is determined
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Fig.1. Dense optical ow computed according to [13]. (a) Horizonta | component.
(b) Vertical component. Warmer colours denote larger value s of the components. (c) Re-
projected sparse scene ow eld. (d) Enlarged section of the sparse scene ow eld.

Fig. 2. Left: Ellipsoid model used for tracking arbitrary objects o r object parts in the
3D point cloud. Right: Reprojection of four tracked objects .

(cf. Fig. 2). Only the 3D centre ¢ =[¢c; ¢, ;c,]" of the ellipsoid and the rotation
angle around the depth axis are part of the pose vector , since we assume
that the approximated objects are parallel to the image plane. The3D pose up-
date of all tracked objects is based on a two-stage 3D extensiorf the mean-shift
algorithm [3, 5]. If a tracked object is not moving for more than 5 time steps it
is deleted.
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Fig. 3. Two-stage mean-shift procedure. Projected search region (eft), 3D probability
grid (middle), nal result (right).

2.2 Target Model

The target model fiqy with the object index id is computed based on the rst

3D ellipsoid pose (%) and is updated at every time step. It consists of a one-
dimensional histogram of greyscale values. To compute the histogm fiq) we

place a grid on the surface of the ellipsoid, the resolution of which is el to the

pixel resolution at the current depth. Every 3D point on the surface grid of the

ellipsoid is projected into the images of all three cameras. The histagm bin of a

3D-point p is obtained with the lookup function iBin (p) = 2 15 + 152+ 157 ,

where | §¢ is the greyscale value in the image from camera at the projected

position (u;v) of the 3D point p. With all 3D points on the surface grid of the

ellipsoid a one-dimensional histogram of the object appearance is ogputed. We

employ a convex and monotonically decreasing kernel pro leg which assigns a
smaller weight to locations that are farther away from the centre d the ellipsoid.

A normalisation of the histogram yields the relative frequency of eah greyscale
value on the ellipsoid surface, which is interpreted as a probability.

2.3 Image-based Mean-Shift

In the rst stage, the mean-shift procedure is applied to a searchregion, a
3D plane parallel to the image plane centred at the last object positia. Sim-
ilar to [2] in 2D, we use the target modelfyiq) as a look-up table to compute
the probability value for all 3D points in the search region. The lookup func-

tion iBin is used to obtain a probability value for each 3D point on the grid.
Fig. 3 (left) depicts the projected search region in the image of oneamera and
Fig. 3 (middle) shows the inferred 3D probability grid. The 3D centre point € is
estimated with the mean-shift procedure using a geometric ellipse nael. The
ellipse orientation is computed similar to [2]. This mean-shift stage allows only
for an update of the lateral pose of the tracked ellipsoid, since theorobability

grid is parallel to the image plane. No information from the scene ow eld is
used, such that a pose update of the ellipsoid is computed even if the is no
new 3D information available.
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2.4 Point Cloud Based Mean-Shift

In this stage all moving 3D points of the scene ow eld are used to umate the
3D pose of the tracked ellipsoid. At the rst iteration j = 1 of the mean-shift
procedure the ellipsoid centrec;j-; is initialised with the estimated 3D centre
point e of the image-based mean-shift stage. For all subsequent iteratis, the
ellipsoid model is moved to the new position
P
_ Ae o 9(snic) by (iBin (sn) |
B

Ci+1 = —
-1 9(sn:¢j) gy (iBin (sn))

1)

where ¢; is the previous centre position. In the mean-shift procedure we us
a truncated Gaussian kernel [3] with a smaller weightg(sy;c;j) assigned to
3D points s, farther away from the ellipsoid centre ¢; . Our mean-shift based
3D tracking approach incorporates an appearance weightingyiq) (iBin (sp)) ob-
tained by looking up the appearance probability of the moving 3D points, in
the target model iq), such that a 3D point with an appearance similar to the
target appearance is assigned a higher weight. Fig. 3 (right) depist all mov-
ing 3D points and the nal result of the two-stage mean-shift procedure for
3D tracking.

3 Action Recognition Stage

The working action recognition stage is based on a 3D trajectory clssi cation
and matching approach. The tracking stage yields continuous datastreams of
the 3D poses of all tracked objects in the scene. The trajectorgeare given by
the 3D motion of the centre point of the tracked ellipsoid. The cyclic £quence of
working actions in an engine assembly scenario is known to our systerflowever,
it may be interrupted by \unknown" motion patterns. To allow an onlin e action
recognition, we apply a sliding window approach.

Due to the fact that our system is designed for safe human{robointeraction,
we implemented a recognition stage with two levels (Fig. 4). At the rst level,
a decision is made whether the human worker performs a known woikg action
(regular mode) or an unknown motion (safety mode) based on a saidf trajectory
classi ers [8]. In the safety mode (level 1), the system may prepa to slow down
or halt the industrial robot. The regular mode (level 2) de nes the cyclic working
process performed by the human worker. It is implemented as a HMMn which
the hidden state is continuously estimated by a particle lter.

3.1 Trajectory Classiers

The state of level 1 according to Fig. 4 is determined by a set of clasers [8]
based on features extracted from the trajectory data in the slidng window of
sizeW = 8 time steps for all tracked objects. Movements between two wek-
ing actions (transfer motion) are recognised by a transfer classer. Since it is
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Fig. 4. Two-level architecture of the action recognition stage.

known where the worker has to tighten a screw or to t a plug, a seond classi er
(working action classi er) is used for recognising working actions byincorporat-
ing spatial context for the actions \screw 1", \screw 2", \clean" , and \plug".

The reference locations are obtained based on the known 3D poséthe engine.
A third classi er (distance classi er) is applied to the result of the wo rking ac-
tion classi er and decides whether the recognised working action is &nown one,
since such motion patterns can only occur close to the 3D object asciated with
that action. The combination of the three classi ers, resulting in an output dis-
criminant vector for the six classes \unknown", \transfer", \sc rew 1", \screw 2",
\clean", and \plug", is described in detail in [8].

3.2 Recognition of the Sequence of Actions

The decision whether the system is in safety mode or in regular mode isade
based on the result of the distance classi er and the matching acaacy of the
particle weights in level 2, where the observed trajectories are alysed with
respect to the occurrence of known working actions. Similar to [11jve apply a
particle lter based matching of a non-stationary HMM in order to re cognise
the sequence of working actions. The HMM of level 2 (cf. Fig. 4) is déved from
the known cyclic working task, de ned by a parameter set = (S;A;B; )
where S denotes the set of hidden statesA the non-stationary (time-dependent)
transition probabilities, B the probabilities of observing the visible statevy given
the hidden states;, and the initial probability of state s;. We assigned a set of

working action. Our approach relies on a small number of referencrajectories
which are de ned by manually labelled training sequences.

The CONDENSATION algorithm is used to estimate the state of the
HMM based on temporal propagation of a set of N weighted particles
(s& 5wy (s wM)) with the particle state st = (¢”;  {; id{").
The particle s" contains the hidden state (', the current phase (" in this
hidden state, and the indexidﬁ') of the relevant object. The phase indicates the
fraction by which the working action has been completed. The resamling step
reallocates a certain fraction of the particles with regard to the prede ned ini-
tial distribution and the currently tracked objects. The propagation of the
weighted particles over time consists of a prediction, selection, andpdate step
as follows:
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Select: Selection of N M particles sﬁi)l according to their respective weight
Wt(l)l and random distribution of M new particles over all other states in the
HMM.

Predict: The current state of each particlesfi) is predicted based on the selected

particles, the HMM structure (cf. Fig. 4), the current phase fi), and the object

index idS'). The transition probabilities denoted by A are not stationary but
depend on the current phase §') of the particle. The phase is always restricted
to the interval [0;1]. A high phase value indicates that the reference trajectories
are almost traversed and that there is an increased probability to poceed to the
next state.

Update: To compute the weight wt(') of a predicted particle SE'), the 3D data
in the current sliding window are matched with the current sub-trajectory of
all reference trajectories of the hidden stateq('). The current sub-trajectory in
a hypothesis trajectory is de ned by its phase §') and length W. The nal
weight is given by the Levenshtein distance on trajectories (LDT) neasure [7]
of the best matching reference trajectory multiplied by the discriminant value

associated with the corresponding action class of the hidden statq(i).

4 Experimental Evaluation

We evaluate the proposed tracking and action recognition system sing real-
world image sequences acquired with a trinocular camera system witla hori-
zontal and vertical baseline of 150 mm. The time interval between gbsequent
image triples amounts to 71 ms. In each test sequence, a personrflrms a
pre-de ned sequence of working actions. The background is fairlgluttered, the
contrast between the persons and the background tends to be g and the per-
sons are wearing various kinds of clothes e.g. with long and short shees and
with and without work gloves.

4.1 Evaluation of the 3D Mean-Shift Tracking Stage

The metric evaluation of the tracking stage of our system is perfomed on nine
test sequences with ve di erent test persons. Sequences 1{5isplay various per-
sons working in an o ce environment, while sequences 6{9 show pemns working
in a typical industrial production environment. Each sequence coists of at least
300 image triples. The average distance of the test persons to treamera system
varies from 27 m to 3:3 m. As required by the envisioned application scenario we
use greyscale images. The ground truth data consist of the coomhtes of three
reference points in the world coordinate system, which correspahto the nger-
tip, the wrist, and the upper forearm. To extract the ground tru th data, three
markers were attached to the hand-forearm limb. The positions othe markers
in the images were measured with a chequerboard corner localisatiomutine
[10], and their 3D coordinates were determined based on bundle adjtment.
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Fig.5. Positional error of the mean-shift tracking stage (Euclide an distance with re-
spect to ground truth data (GT)) for the nine test sequences. The \100%" labels
indicate that the method is able to track the hand performing the working actions
completely across all test sequences.

For the image sequences and ground truth data, see http://aiwebtechfak.uni-
bielefeld.de/content/hand-forearm-limb-data-set.

In the test sequences, an average number of % objects are tracked simul-
taneously by the mean-shift method. These objects always comge the right
hand of the person (which performs the working actions). The ellipsid associ-
ated with the right hand is indicated manually once for the rst image of the
sequence. When tracking fails and the hand gets lost, the corresmding ellip-
soid is re-initialised based on the ellipsoid located closest to the last kiwen hand
position. The average Euclidean distances between the estimatedahd position
and the ground truth data (here: the coordinates of the wrist paint) along with
the corresponding standard deviations are depicted for each tésequence in
Fig. 5. Due to the re-initialisation step, our system is able to track the hand per-
forming the working actions completely across all test sequencess indicated
by the labels on top of the error bars in Fig. 5. The average Euclidearistance
corresponds to 45{90 mm, the standard deviation to 16{50 mm. The metric ac-
curacy of the hand position estimated by the 3D mean-shift approah is thus
comparable to the accuracy of the wrist point estimated by the moel based
shape ow method [9] on the same data set. In the latter work, hovever, the
full 3D pose of the articulated hand-forearm limb, including internal degrees of
freedom, is determined along with its temporal derivative.

Fig. 6 illustrates the results of the mean-shift tracking approach br four test
sequences. In part, large values of the Euclidean distance betwe¢he estimated
hand position and the ground truth data may result from the fact t hat the centre
of the ellipsoid associated with the hand does not necessarily cornesnd to the
wrist but rather to the middle of the hand (cf. second example in Fig. 6).

The average runtime of our Matlab implementation of the 3D mean-slift
tracking algorithm corresponds to 260 ms per tracked ellipsoid on a 2 GHz
Core 2 Duo processor. For a C++ implementation we thus expect frane rates
around 10 fps, which is at least an order of magnitude higher than tle frame rate
achievable with the model-based approach described in [9]. In our exgiments,
the stereo and optical ow information was determined o ine but is ¢ omputable
nearly in video real-time using graphics hardware (cf. e.g. [6, 13]).
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Fig. 6. Example results of the mean-shift tracking algorithm for fo ur test sequences.
Left column: Reprojected ellipsoid associated with the person's right hand. Right col-
umn: Moving 3D points in the scene along with the 3D tracking r esult.

4.2 Evaluation of the Action Recognition Stage

The action recognition stage of our system is evaluated by analysing0 trinocu-
lar real-world test sequences acquired from di erent viewpoints. The sequences
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Table 1. Action recognition results in terms of the average action re cognition rate
(RR), the average word error rate (WER), and the average and standard deviation of
the temporal o sets.

screwl screw?2 clean plug

total [#] 26 27 31 33
correct [#] 24 26 29 31
duplicate[#] 2 2 3 3
deletion [#] 2 1 2 1
substitution [#] 0 0 0 1
insertion [#] 1 2 0 0

recognition rate (RR) [%] 92:3 963 935 939
word error rate (WER) [%] 11:5 111 65 61
temporal o set (begin):

mean [ms] 324 116 625 31

std [ms] 754 826 1192 1262
temporal o set (end):

mean [ms] 71 78 461 572

std [ms] 822 1060 1458 1707

contain working actions performed by eight di erent test personsin front of a
complex cluttered working environment. The distance of the test grsons to the
camera system amounts to 2{3:3 m. For training, only two sequences in which
the working actions are performed by two di erent individuals were used. Only
these two individuals (teachers) are well trained. The teacher-baed approach is
motivated by our application scenario, in which workers are generallytrained
by only a few experts. We assigned ground truth labels manually to alimages
of the training and test sequences. All results were obtained with a&otal num-
ber of N = 500 particles and M = 100 uniformly distributed particles. Table 1
shows that the system achieves an average action recognition ratRR) of more
than 90% on the test sequences. The average word error rate (BR), which
is de ned as the sum of insertions, deletions, and substitutions, diided by the
total number of test patterns, amounts to less than 10%. The ation recognition
results in Table 1 are similar to those achieved in [8], where the model-tsed
tracking approach described in [9] is used to extract the trajectoy data. In con-
trast to [8] where a single object is analysed, objects performingriown actions
are extracted out of a multitude of tracked objects in this study.

Beyond the recognition of working actions, our system is able to remgnise
disturbances, occurring e.g. when the worker interrupts the segence of working
actions by blowing his nose. The system then enters the safety madand returns
to the regular mode as soon as the working actions continue. Fig. &gp) depicts
the tracked objects and the recognition history of the relevant dject. Fig. 7
(bottom) shows the nal action recognition result compared to the ground truth
data (GT) (red: screw 1; black: screw 2; green: clean; brown: plg; blue: transfer).
On the average, our system recognises the working actions with a&mporal o set
of several tenths of a second when compared to the manually deed beginning
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Fig. 7. Recognition of working actions for an example image sequene. Upper left:
All objects tracked by the mean-shift algorithm. Upper righ t: Trajectory of the object
assigned to known working actions by the action recognition stage. Bottom: Likelihoods
of the individual actions for a complete sequence, recogniton result, and manually
labelled ground truth (GT) (red: screw 1; black: screw 2; gre en: clean; brown: plug;
blue: transfer).

of an action, where the standard deviations are always larger tharthe mean
values. One should keep in mind, however, that our manually assignedction
labels are not necessarily perfectly accurate.

The computation time per image of the action recognition stage amonts
to less than 1 s in our Matlab implementation, such that we expect lesghan
100 ms per image for a C++ implementation.

5 Summary and Conclusion

In this study we have introduced a method for 3D trajectory basel recognition
of and discrimination between di erent working actions. A two-stage mean-shift
algorithm is used for detection and 3D tracking of all moving objectsin the scene.
Sequences of working actions have been recognised with a particléter based
non-stationary HMM framework, relying on the spatial context, a trajectory
classi cation, and a similarity matching between observed 3D trajed¢ories and
a set of reference trajectories. For our test sequences, theverage Euclidean
distance between the estimated position of the hand performing tb working
actions and the ground truth data corresponds to 45{90 mm and he standard
deviation to 16{50 mm. The action recognition stage of the system isable to
extract the relevant object from a multitude of tracked objects. The average
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word error rate on the real-world data set amounts to less than 186. The action
recognition results are comparable to those achieved using a comfationally
much more complex model-based tracking approach. Our system ide to detect
interruptions of the sequence of working actions by temporarily etering a safety
mode. The evaluation results render our system a promising, compationally
e cient approach to 3D body tracking and action recognition in comp lex real-
world environments.
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